
Extracting Player Speed
from Football Videos

Ole Kristian Rustebakke

Thesis submitted for the degree of
Master in Computational Science: Physics

60 credits

Department of Physics
The Faculty of Mathematics and Natural Sciences

UNIVERSITY OF OSLO

Spring 2025





Extracting Player Speed
from Football Videos

Ole Kristian Rustebakke



© 2025 Ole Kristian Rustebakke

Extracting Player Speed
from Football Videos

http://www.duo.uio.no/

Printed: Reprosentralen, University of Oslo

http://www.duo.uio.no/


Abstract

Football is a sport of passion and entertainment, with a lot of planning going into creating
grand moments for the fans to enjoy. This involves statistics and analysis of all the details
in the game, and speed is an important quality to measure for any player, as attackers need
it to pass the defence, and the defenders need it to recover. In many leagues, advanced
equipment such as GPS or multiple high quality cameras are used to measure the position
and speed of players, but lower leagues do not necessarily have access to such equipment, and
teams scouting another league do not necessarily have access to that league’s data. Therefore,
measuring speed from a video as seen in a TV-broadcast (or simular) of a match can be useful,
as it is available for anyone. In addition, the amount of data currently annotated for the
sake of speed extraction is limited, so the curation of a speed dataset is necessary. Manual
methods of measuring speeds are tested on the Alfheim dataset, and the original experimental
Begnadalen dataset, to find the best method for making the dataset. The dataset curated in
this project is based on videos from the TACDEC dataset, and to measure player speeds a
perspective grid is used for distance calibration, as this was the best manual method with an
average relative error of 11.8% on the Begnadalen dataset. The curated dataset contains 151
videos, with 163 annotated speed events. In addition, because of the intended additional use of
looking at player speeds into tackles, the dataset contains 163 annotated tackle events, with 142
yellow cards, 19 successful tackles, 1 foul and 1 tackle miss. Then, the dataset is tested along
with the SoccerNet Gamestate Reconstruction data (SoccerNet GSR), on machine learning
pipelines automatically extracting the player speeds. The automatic pipeline performing
best used YOLOv11 and StrongSORT for player detection and tracking, with an additional
linear interpolation of the detected bounding boxes, and two encoder-decoder convolutional
networks, the encoder being HRNetV2-w48, for keypoint and line detection on the field, with
the Levenberg-Marquardt method to refine the homography matrix based off these keypoints.
The pipeline is referred to as PnLCalib, and on the SoccerNet GSR data it achieved an average
relative error of 27.3%. Since the performance of the pipelines are not good enough to deem
them usable in a real match scenario, further improvements are discussed along with possible
extensions to the application of the methods in this project. In addition to researching the
objectives that are set based on the current state of the issue, code for the different pipelines
tested is available, and the dataset is available.
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Chapter 1

Introduction

1.1 Motivation

Football is known as the beautiful game, and players over the years have shown us wonderful
moments of skill, passion and perseverance. What we see on screen makes us scream out
celebrating, or weep from disappointment, but in singular games and over a long season it is
not only about the passion of the moments, but also about the planning and analysis of the
game, which can set teams apart, or give fans a better understanding of what is happening.

In the footballing world of today, teams, coaches and fans look into all kinds of highlights,
statistics and analysis. The statistics and game information is often manually extracted, and
for detailed statistics like the heatmap of a player through the game, or the speed in a certain
event, usually GPS [32] or sensor equipment [76] is needed, which can be expensive and the
players need to wear vests or other tracking equipment while playing. This makes it less
available for lower leagues, and the tracking data is also unavailable for bigger teams when
scouting players from other leagues where they don't have access to the tracking data [70]. It
is therefore interesting to explore how much info you can gather just from a simple TV-video,
that can be used for analysis. For event detection, like detection of goals, shots, yellow cards,
tackles, and for game analysis, video clipping, tracking etc. machine learning methods have
been researched and applied for many years [1, 41, 66, 74, 78], but it is not much used in the
application of speed extraction.

Automated extraction of speed from video using machine learning is not only useful for
football statistics, but can be applied in other sports, and even for vehicles on the road [69].
Additionally, there are similar problems in physics, like using image analysis to �nd the
position of decays of particles [84]. Besides, it is a good example of how physics can be applied
in a practical scenario. In football and sports, it can be used for example to understand injuries
and fatigue [80], see how many times and how fast a player sprints during the game to recover
in defence or run past a player in offence [26], or to �nd a player's top speed. Since positions
need to be found before extracting speed, a study of this is also a look into how you can �nd
heatmaps, the shape/formation of the team while in defence or offence, distance ran in a game
etc. To do this automatically, we would save alot of time and resources because of less needed
equipment and personnel for manual extractions. Optical solutions that do exist often use
several or special cameras [81], so to be able to do game analysis with a single broadcast video
would be a huge step in the direction of simplicity.

It is important to recognise that it can be challenging to measure positions exactly.
The camera is far away, it is moving and sometimes moving rapidly, and there is limited
information and reference points as to distances on the �eld. One must take into account these
challenges when trying to solve this task, and it is necessary to look into all information that is
available, such as the lines on the �eld, the ball, the goalposts and the geometrical shapes you
can �nd from this.
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In the future, it may be that player speeds are found by a machine learning pipeline for
every second of the game, from a simple TV-broadcast available also for lower leagues and
for big teams scouting leagues where they don't have data available. The hope is that it will
provide fast and reliable information for coaches to use for analysis, or for fans watching live
on TV.

1.2 Problem Statement

As mentioned, there has been signi�cant work done in the �eld of football event detection and
annotation, but improvements can still be made, and any aspect of the game that can be seen
as interesting for statistics, highlight extraction or further analysis by teams, should be looked
into. In this project the focus area is speed, and we need to consider existing data, as well as
the challenges that lies in extracting speed from a football video. We can formulate the main
problem of this project as following:

How can we measure player speeds from a football video?

There are many problems leading up to the solution of this, and we can split them into four
main objectives:

• Objective 1: Investigate how to measure speed with manual methods.

The limitation of available speed data creates the necessity of knowing how exactly such a
dataset should be made. If GPS equipment or advanced cameras were available they could
be used to create ground truth data to be compared with methods run on only a single
camera from a TV-broadcast. However, this equipment is not necessarily available, so therefore
different methods of measuring speed manually will be investigated.

• Objective 2 Curate a speed dataset using the best performing manual method.

From the analysis of the manual methods tested in objective 1, we need to choose the best
performing one to curate the dataset that we will test automatic machine learning pipelines
on.

• Objective 3 Investigate how to measure the performance of both manual and automatic methods
for speed extraction.

How can we best measure the performance of the manual methods to see what method should
be used for the data curation? Given the dataset made with this method, how do we then
compare the automatic speed extraction results to the results in the curated dataset? The
performance metrics should describe the results in a collective way, so that it is easy to compare
methods.

• Objective 4 Investigate the pipeline that should be used for automatic speed extraction.

What steps do we need to take to go from an input video to an output speed prediction for a
given sequence in the video? What types of models needs to be implemented in each of these
steps, and what properties should they have for the speci�c application to football?

These objectives were followed as a guideline for where the focus should lie when working
on this project. In the end we will discuss how well the objectives have been answered.
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1.3 Scope

As mentioned, speed extraction from video can also be useful in other sports where there is
need for statistics or analysis, and also for example in �nding vehicle speeds. However, in this
project only football was looked at. Some of the data used has limitations in terms of video
quality, which serves a big challenge when the goal is to measure speed from precise position
estimates. The videos contain cameras giving certain angles and zooms, which depend on
which league or which dataset the videos are from. Only Eliteserien data and data from the
Swiss Challenge League is used, which are from smaller stadiums than what many of the
bigger clubs in Europe possess. There is also generally limited data available in terms of speeds
or positions in football videos, which is why a speed dataset is much needed for future tests.
Since the whole �eld isn't visible, this creates limitations for the possibility of a prediction in
some scenarios. Computational resources is a constraint for how many experiments that can
be run, but the goal of this project is not to track how fast a speed extraction can be done, but
rather how precisely it can be done.

1.4 Research Methods

This section explains the research methods that were used to answer the objectives. The
project uses an empirical approach, with both quantitative and qualitative evaluation methods.
Theoretical research is only used to form the experiments.

Empirical research: This project uses mainly an experimental method of research. First, in
�nding the dataset, there has been an attempt to validate the methods used by creating control
experiments. Then, knowing the accuracy of the dataset, we have a better understanding
of how well new models perform. There is also a distinction between manually extracted
speeds and automatically extracted speeds. In the manual extraction it is easier to calculate
errors, based on knowing exactly every step of the measurement. We conduct additional
tests for the automatic extraction. For these tests you can also measure errors based on a
comparison to the manual extraction, but it is harder to tell how much error there should be
in a distance measurement, since we don't know exactly how the algorithm makes it's choices.
Automatic extraction of speed is obviously the end goal, for applicability, but for the reasons
stated the manual extraction is also necessary. The test results are veri�ed using common
machine learning and physics performance metrics, and they are also discussed based on
the knowledge we have of the different methods, and the theory behind speed and position
measurements in perspective.

We use well-known machine learning models for the automatic extraction, as these are
tested for their special use cases, but not in the context of speed extraction. Theoretical research
is done to �nd the best suited models, but the models are implemented for experiments.
There are several steps to the speed extraction, and the goal is to glue the different models
together in a pipeline that minimizes the error of each step. The performance of the different
models are described in their respective articles, and where it is possible we aim to calculate
the performance for each step of the pipeline on the data used in this project.

Quantitative and qualitative evaluation methods: The evaluation of the methods for
manual and automatic speed extraction is mainly done using quantitative performance metrics
such as average relative error and root mean square error, with additional metrics like Higher
Order Tracking Accuracy (HOTA), Object Keypoint Similarity (OKS) and mean Average
Precision (mAP) for speci�c steps in the pipeline. Their exact usage is discussed further in
the following chapters.

The qualitative evaluation consists of analysing �gures that illustrate predictions, and
analysing different models based on theoretic knowledge, and the process behind them.
Not all conclusions are taken based on the measured performance, it is also based on our
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understanding of the methods.

1.5 Ethical Considerations

The players used in the videos have given their consent to be viewed by the public. They are
in the public domain either through a TV broadcast or consent to be used in a dataset. Data
used is either from the Eliteserien, or from the SoccerNet Gamestate Reconstuction dataset
[74] based on the Swiss Challenge League, which are not anonymous, but open to the public
nonetheless.

1.6 Main Contributions

In this project, speed extraction of football players using machine learning has been researched
as far or further than any paper that was found. The research objectives were followed, as will
be outlined in the thesis, and the results of this research lead to the following contributions:

• The development of manual methods for the curation of a speed dataset. These methods
are different attempts of calibrating distances as seen on screen, to measure positions
seen in perspective.

• A dataset with 151 videos containing 163 events with annotated speed. Additionally,
these events are labeled as tackles, with 142 yellow card events, 19 successful tackles, 1
foul and 1 tackle miss.

• Put together pipelines and tested existing pipelines for the purpose of automatic speed
extraction. Different models for player tracking and �eld mapping for two dimensional
position estimation were tested in these pipelines.

1.7 Thesis Outline

The rest of this thesis is structured as follows:

• Section 2 visits recent works related to the application of machine learning in football and
provides information of what research has been done in extracting speeds from videos.
It also introduces some of the most commonly used datasets in relation to football.

• In Section 3 the curation of the dataset is described, including a description of other
datasets that have been tested. There is also general theoretical explanations of the
methods that have been used, and the structure and logic behind the pipelines.

• Section 4 gives a presentation of the results from the experiments that have been run.
These results are centered around the measured speed compared to the ground truth, or
compared to the manually extracted speeds for some of the automatic pipelines.

• Section 5 provides a discussion of the results and how well the different methods
performed. It also looks into the limitations of the methods, and how they could
potentially be improved in future work.

• Section 6 concludes the thesis by summarising the discoveries that were made, and
underlines how the questions from the problem statement were explored and to what
degree they were answered.
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Chapter 2

Background and Related Work

This chapter introduces some of the most commonly used datasets for machine learning
in football, related to multi-object detection and tracking, action spotting and gamestate
reconstruction. It also goes through some of the previous approaches to solve these tasks,
some related to the approach of this project, and some that show the wide range of possible
applications in this �eld. There is a look into what has been done previously regarding speed
extraction in football, how it is found, what it is used for and the data that is available. There
is also an explanation of some of the machine learning models that have previously been used
in the steps that will be needed to extract speed, and the problems these models face.

2.1 Applications of Speed and Position Data

Speed is an important quality for players in regards to both attacking and defending. Fast
sprints can help players pass defenders with the ball, and for the defenders, it is just as
important to recover [26]. In addition, data about the number of sprints in games or training,
or the distance covered, helps for tracking player fatigue and risk of injury [80].

Generally, position data provides important information about what areas the players
cover [72], and the relative positioning of a team's players during a match [24].

2.2 How to Measure Speed in a Football Video

2.2.1 Challenges

Measuring speed is quite simple in terms of mathematics, even in perspective, but when
applied to the real world there is not only mathematics that is the concern, but also all kinds
of practicalities. TV broadcasts are available for many levels of football in many countries,
but they are made for the viewers' pleasure, not for the analysis of a researcher. For example
the camera movement and zoom provides a challenge. For a speed extraction you can then
either use as few frames as possible, or you can do a new calibration for each frame. In this
project the latter was done for automatic extractions, but since the manual extractions were
time consuming, a calibration only on the �rst frame of the sequence was done when making
the dataset. Therefore, as few frames as possible should be chosen, but the camera is also far
away, making it harder to measure small movements. The effect of changing the length of the
sequence is therefore tested.

As mentioned, the mathematics of measuring speed are simple, but it is important to know
a little bit about how distances are measured in perspective, which will be discussed further in
the next chapter.
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2.2.2 Technology Used for Speed Measurements

GPS technology is commonly used to track players in football [32]. It is a technology that we
know well from navigation. To get a GPS signal you need a GPS receiver, like in the phone, so
this is something the players would need to wear. GPS is also commonly used in combination
with other technologies, like accelerometers and gyroscopes, to gain more accurate positioning
data.

Sensors [76] can also be used for sports, including Local Postioning Systems (LPS) which is
used for indoor positioning, and Inertial Measurement Units (IMU) consisting of sensors like
the before-mentioned accelerometers and gyroscopes.

Optical solutions that are used often implement computer vision technology like in this
project, but they often use more advanced camera technology or multiple cameras [76, 81].

Because of all the equipment needed for the methods generally in use, it is interesting to see
how well the problem can be approached in a simpler way, which would make the technology
more accessible to teams and users with less resources.

2.3 Widely Used Datasets Related to Football

2.3.1 SoccerNet

SoccerNet [71] is a commonly used dataset in for example action spotting, gamestate
reconstruction and tracking. One of the reasons why it often serves as a benchmark for testing
of models, is that it is quite extensive, with 550 complete broadcast games and 12 single camera
games from major European leagues. It has also gained popularity from the yearly challenges
they introduce, that are attempted by the best teams. For action spotting they have the classes
Ball out of play, Throw-in, Foul, Indirect free-kick, Clearance, Shots on target, Shots off target,
Corner, Substitution, Kick-off, Direct free-kick, Offside, Yellow card, goal, Penalty, Red card,
Yellow ! Red card.

2.3.2 SportsMOT

SportsMOT [16] has videos from basketball, volleyball and football. There are 240 video
sequences, over 150 000 frames, and over 1.6 million bounding boxes. It is one of the largest
datasets for multi-object tracking in sports. The speeds of the players are variable, and they
can get up to high speeds, which is different from other datasets like MOT16 [54] and MOT20
[17], where there are pedestrians at walking speed, or DanceTrack [79], where the motion
is more diverse, but not at high speeds. In DanceTrack the out�ts and appearances are
almost identical between objects, making them indistinguishable, while they in SportsMOT
have similar apperances, due to wearing the same jerseys, but different jersey numbers and
postures, making them distinguishable.

2.3.3 Missing Datasets for Footballing Applications

As mentioned, the introduction of TACDEC �lled an empty space in the machine learning
world of football. However, what is available in regards to speed? Is there a lack of data that
we can �ll the need of? Obviously, for this project the matter was researched, and the only
datasets that were found close to real game scenarios that are suitable for this application were
Alfheim [59] and SoccerNet Gamestate Reconstruction (SoccerNet GSR) [74]. These datasets
will be explained further in the next chapter, since they are used in this project. However, for
Alfheim it is important to notice that the video is from a still camera without zooming, unlike
in a real game scenario. The SoccerNet GSR dataset provides a different way of �nding the
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player positions than what is doen with the original dataset made in this project. Therefore,
the original dataset provides a new input into methods that can be used for speed extraction.

2.4 Example Projects Related to Machine Learning Application in
Football

2.4.1 Analysis of Player Tracking Data

Using tracking data, Saseendran et al. [68] look into pitch control and expected threat to
asses the decision making ability of individual players, with a goal of improving player
recruitment. They extract tracking data using YOLOv5 (You Only Look Once) for detection,
and DeepSORT (Simple Online and Realtime Tracking) for tracking, and get a sports camera
calibration by using two GAN (Generative Adversarial Network) for synthetic data, i.e. edge
images highlighting lines etc., followed by a siamese network for feature extraction on the
edge images, and a comparison to the database to determine the homography matrix. Then a
perspective transformation can be used to �nd the position of the players in the plane of the
pitch. Finally, they divide the pitch into bins, and calculate expected threat when the all is
inside a certain bin, and pitch control, the chance of retaining position when the ball is inside
a certain bin. From this information they can calculate the decision making ability of a player
based on his location during the game. In addition, they also look into speed and acceleration
of the players, which helps give a picture of who is goint to win the most balls. They do not
provide information about the accuracy of their pipeline, and not about how they get velocity
either. It can be assumed that they use the 2-dimensional (2D) player positions for this, but
information about how many frames they use for a velocity extraction is not given.

2.4.2 TACDEC

TACDEC [40] is a dataset made for the detection and classi�cation of tackles. The categories
are live tackles, replay of tackles, live tackle sequences that are incomplete in the video, replays
of tackles that are incomplete, and background. The main pipeline uses DINOv2 (Distillation
with No Labels) [56] to extract spatial features, a model made for doing so unsupervised, and
Long short-term memory (LSTM) for the temporal relation between frames. This pipeline
managed to produce F1-scores of 0.78, 0.91 and 0.89 for respectively background, live tackles,
and replays of tackles. This dataset was also used in this project, with the thought of looking
into the momentum of the tackling player, to see if there is a correlation between momentum
and fouls or yellow cards. According to the article based on the TACDEC dataset, there is not
much available data for tackling detection, so a contribution here is new and important.

2.4.3 Multi-Modal Approach

Usage of the video broadcast is the natural base thought for a project using machine learning
to gain information from a football match. However, earlier works has focused on how you
can also use audio, game score, game time etc. to get information, like in He et al. [31]. This
can capture more information than uni-modal learning when extracting highlights. They also
include multiple labels, as it can be more ef�cient than training for one label at a time. It
also provides �exibility for viewers who have different preferences in highlights. They get an
accuracy of 89.4% in their highlight extraction with a combination of a convolutional neural
network (CNN) for the features of frames and LSTM for the relation between different frames
of the visual part, with latent feature fusion (LFF) to merge the features from the different
visual mode with the audio mode, where input audio data features are processed by Mel-
frequency Cepstral Coef�cients (MFCC) [6]. They apply it to basketball highlights, with three
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labels, one for seeing when the basketball is close to the basket, one for checking if there is a
defence, and one for pass detection.

2.4.4 Skillcorner

The goal of this project is to extract player position and speeds from a TV-broadcast. Skillcorner
[70] is an AI platform with the same goal, used by 23 football leagues already in the 2019/20
season. It provides homography estimation for a wide range of stadium dimensions without
knowledge about the camera position, unsupervised player recognition and real-time delivery.
The models they have used are not available, but they do have open source data. Although,
this data is most likely close to the SoccerNet Gamestate reconstruction data [74]. The
similarity lies in the fact that also the Skillcorner data most likely uses bounding boxes to
�nd the players' positions.

2.5 Player Tracking

Player tracking is a key element of many problems related to machine learning approaches to
football analysis. In this project it is important to track the players as accurately as possible, to
be able to measure their positions.

You Only Look Once (YOLO) [62] is a widely used model for object detection, it provides
more localization errors, but produces far less false detections. It is therefore a good benchmark
for player detection, and it is discussed more below, as it is used in the project.

Tracking is divided into separate and joint trackers. Separate trackers locate the objects, and
then associates them based on appearance, motion etc. Joint trackers jointly train detection
and motion, embedding and association models. It has become common to go away from
appearance information, and utilise high-performance detectors and motion information [5,
77]. Missing association is a common problem in multi-object tracking (MOT), and it is
therefore done much research towards re�ning the tracking results by global linking of
tracklets [18, 85].

There are sometimes gaps in recovered trajectories, with missing detections. Linear
interpolation is commonly used [33, 58], but it ignores more advanced motion information
than moving in a straight line, and therefore several other approaches have been attempted
to solve this, like V-IOUTracker [3] or MAT [29]. In this project, StrongSORT [19] is used for
tracking, which uses a Gaussian-smoothed interpolation (GSI).

DeepEIoU [35] is also used for tracking in this project. It generally considers a wider range
of object relationships, accounting for faster movements when �nding tracklets. Both of the
trackers are explained more below.

2.5.1 YOLO

You Only Look Once (YOLO) [62] uses a single convolutional network to predict multiple
bounding boxes with class probabilities simultaneously. It uses a simple pipeline, because
the detection is a regression problem, and therefore it is fast. YOLO also learns generalisable
representations of objects, meaning it is good for detecting players, even though they have
different kits, postures and appearances. A downside is that YOLO can struggle with accuracy
on smaller objects, which does include the ball, but in this project that shouldn't be much of an
issue.

2.5.1.1 YOLOv8

The YOLOv8 model[91] uses the backbone of YOLO, a convolutional network, and includes
something called a neck, which re�nes and fuses the features extracted by this backbone,
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reducing dimensionality. By using an optimized version of the Path Aggregation Network
(PANet) [49], it improves information �ow between features of different levels. By integrating
features on different levels, it is easier to detect objects of varying sizes. Then the so-called
head module predicts bounding box coordinates, class predictions and con�dence scores for
these re�ned features. YOLOv8 also does not use anchors for bounding box predictions, unlike
earlier versions, which simpli�es the prediction process with less hyperparameters, and makes
the model more adaptable to varying zooms, sizes and aspect ratios.

2.5.1.2 YOLOv11

YOLOv11 [43] is another YOLO model well �tted for the task of object detection, used
in this project. It is adaptible, and produces good accuracy and ef�ciency in multiple
implementations. It builds upon YOLOv8, but uses two smaller convolutions, with the C3k2
block, instead of one large one, which makes it more computationally ef�cient. In addition, it
uses an attention mechanism called C2PSA, that focuses on key regions in the image, which
leads to more accurate predictions of especially small or occluded objects.

2.5.2 Deep-EIoU

Deep-EIoU (deep ExpansionIoU) [35] uses Iterative scale-up Expansion IoU to account for fast
and dynamically moving players when tracking. This is important for a good association
in the tracklets. We �rst perform association between bounding boxes with high scores for
ExpansionIoU, and gradually move towards possible tracklets with smaller overlapping areas,
to get fewer missing detections and better continuity in the tracklets.

2.5.2.1 ExpansionIoU

Deep-EIoU avoids using standard IoU (Intersection over Union) when training the model,
as it does not account for fast movements that leads to no or little overlapping regions in
consecutive frames. Instead they use EIoU (ExpansionIoU), which expands the bounding
boxes and considers a wider range of object relationships. The expansion is given by the
expansion scaleE, and provides the following expansion in height and width, if the original
height and width is w and h,

h� = ( 2E + 1)h,

w� = ( 2E + 1)w.

If the original top-left, bottom-right bounding box coordinates are (t, l ), (b, r), the bounding
box coordinates after the expansion is (t � h�

2 , l � w�

2 ), (b + h�

2 , r + w�

2 ). Then IoU can be
calculated, or EIoU, and can be further used for Hungarian association [47] between adjacent
frames. In practice, expanding the bounding box simply expands the search space, so we can
identify tracklets with small or no IoU as well.

2.5.2.2 Cost Calculation

We set a cost threshold for appearance and ExpansionIoU, such that unrealistic associations
are �ltered out. The adjusted appearance cost is then set to

CÂ =

(
1, if CA > t A or CEIoU > t EIoU

0.5CA , otherwise.

From this we see that if the appearance cost, CA , or EIoU cost, CEIoU, are above their
respective thresholds, t A and t EIoU, adjusted appearance cost,CÂ , is set to 1, and otherwise

9



it is set to half the appearance cost. Furthermore, the association cost of the �rst stage of
association matching is

Cstage1 = min (CÂ , CEIoU),

i.e. the minimum of the adjusted appearance cost and EIoU cost. Association cost in the second
stage,Cstage2, is the EIoU cost.

2.5.2.3 Iterative Scale-Up ExpansionIoU

For each iteration the expansion scale,E, is scaled up using the equation

Et = Einitial + l t,

where Et is the expansion scale at the current iteration t, starting at t = 0 where the expansion
scale isEinitial . l is the step-size for the up-scaling. Using this method, the adjacent bounding
boxes with smaller overlapping regions are gradually searched for.

2.5.3 StrongSORT

StrongSORT [19] is another multi-object tracking (MOT) baseline used in this project,
performing well for occluded and crowded objects, and varying appearances. It is an
improvement on the commonly used tracker DeepSORT [90]. DeepSORT is simple, effective
and expansible, which provides a good foundation to build upon with a strong detector,
YOLOv11 in this project, and embedding model [51] to produce StrongSORT.

If a single ID is spread over multiple tracklets, a link model can be used to �nd the
trajectory. For this they propose an appearance-free link model called AFlink, which uses
only spatiotemporal information to see if two tracklets belong to the same ID.

Another issue lies in missing detections, and for this they use a Gaussian-smoothed
interpolation algorithm (GSI) on linear interpolations of the bounding boxes. Since the
linear interpolation does not take more complex motion into account, they use the Gaussian
process for regression [89], which provides more accurate and stable trajectories, and �xes the
interpolated bounding boxes.

2.6 Sports Field Registration - Mapping of the Field

Sports �eld registration tracks the �eld's geometry, such that it is possible to measure the
real lengths on the �eld. According to the article on Point and Line re�nement (PnLCalib)
[28], a method that will be explained more below, �eld registration has often been done with
feature-based methods [61]. They match corresponding keypoints to a reference mapping
of the �eld to get a homography matrix, so that the image coordinates can be transformed
into this mapping. Typically, Random Sample Consensus (RANSAC) [25] is used to compute
the homography matrix. This is only a homography transformation, but by similar keypoint
predictions, and including the fact that the goal is in three dimensions (3D), it is also possible
to do a 3D camera calibration. A camera calibration �nds intrinsic parameters like the
focal length and lens distortion, as well as intrinsic parameters, such as camera position
and orientation. Using a camera calibration, you can gain a better understanding of the 3D
geometry, and therefore take camera zoom and movement better into account. Homography
re�nement is crucial, as the initial estimation is often noisy. PnLCalib, described further below,
enhances camera calibration and homography re�nement by utilizing both keypoint and line
information.
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2.6.1 YOLOv8l for pose detection

Major challenges in object detection, like occlusion and scale variation, is also challenges in
pose detection [52]. Therefore, YOLO is also suitable for pose detection for keypoints on the
�eld. YOLOv8l for pose estimation [37, 52] uses the YOLOv8 object detection model to detect
a bounding box, like the �eld in our project. The keypoints inside the object is then predicted,
and YOLOv8l for pose estimation can also detect occluded points. The head module is divided
into a detection head that detects bounding boxes with class scores, and a keypoint head
that predicts keypoints within the detected bounding box with con�dence scores. YOLOv8l
provides a balance in terms of accuracy and speed, compared to other YOLOv8 pose models
like YOLOv8n, YOLOv8s, YOLOv8m and YOLOv8x. YOLOv8x is the largest model, which
makes it typically the slowest, but the most accurate, while YOLOv8n is the fastest and
typically the least accurate of the models. YOLOv8l typically falls right behind YOLOv8x
in accuracy, but is faster.

2.6.2 PnLCalib

PnLCalib (Point and Line Calibration) is a re�nement to the pipeline by Gutiérrez-Pérez et
al. [28] for the calibration of a football �eld. Keypoints, and lines based off these keypoints,
are found, and a 2D mapping is produced using a homography transformation to �nd the
coordinates on the �eld. The lines provides extra information for the �eld registration, in
comparison to only using keypoints.

The keypoints are described in the article and shown in Figure 2.1. Some of the lines are
extended beyond the painted white line, to �nd the intersection with lines that are not adjacent
(but still close). In Cioppa et al. [11] they de�ne the lines as shown in Figure 2.2. PnLCalib
considers a standard pitch size of 105� 68 meters.

Figure 2.1: The keypoints predicted by PnLCalib.

Their approach, based on Falaleev et al. [23], uses two encoder-decoder convolutional
neural networks to predict the keypoints and lines. For the encoder, HRNetV2-w48 [86]
is used, which retains high resolution through the whole process. 2 times upsampling
and concatenation of skip-connection features are added in the pipeline, so that the feature
maps have half the resolution of the input image, and this way spatial detail is kept, but
computational ef�ciency is increased. By keeping a high resolution, the model achieves a
better attention to detail, so that it can predict the keypoints and lines to a pixel-level accuracy.
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Figure 2.2: The lines predicted by PnLCalib.

Softmax is used as activation function for the �nal layer of the keypoint prediction, and
sigmoid for the line prediction. For the homography estimation, there are points in a different
plane from the crossbar and goalposts. Therefore, classic homography estimation using a
direct linear transform (DLT) [30] and RANSAC [25] is used on the ground-plane keypoints,
and using the Levenberg-Marquardt method [30] the initial homography matrix is re�ned to
combat noise in the predictions.

If there are too few predicted points, the homography transformation will not be available.
The model then uses heatmaps of the points that come from line-ellipse intersections, ellipse
tangent points and additional points like the penalty spots and the center of the pitch, which
they call a keypoints mask, to �nd more information.

The pipeline is tested against state-of-the-art methods on three different datasets,
SoccerNet-Calibration [11], WorldCup [34] and TS-WorldCup [14]. The metrics of IoU, pro-
jection error and reprojection error are used to measure performance on the homography es-
timation, and the results tells us that it outperforms the methods in the comparison when using
the PnL re�nement. The model is trained on the SoccerNet data, and the calibration estimate
is based on a single-view process, meaning that only a single camera was used.

2.7 Performance metrics

2.7.1 Higher Order Tracking Accuracy

Higher order tracking accuracy (HOTA) [50] is built up of localization, detection and
association, which are all important for measuring the accuracy in object tracking.

Localization tells us how well the predicted and ground truth bounding boxes are aligned.
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Localization IoU (Loc-IoU) is as in Equation (2.1), and the formula for localization accuracy is

LocA =
1

jTPj å
c2TP

Loc-IoU (c),

i.e. the average IoU over all matching predicted and ground truth detections.

Detection measures the alignment between all predictions and ground-truths. For this
to be possible, there must be an IoU threshold, such that predictions above this threshold
is said to intersect with the ground-truth. Since multiple predictions can overlap, the
Hungarian algorithm is used to determine the matching between predictions and ground-
truth. Predictions that match are True Positives (TP), predictions that do not match are
False Positives (FP), and ground-truth detections that do not match are False Negatives (FN),
Detection accuracy is given by

DetA =
jTPj

jTPj + jFNj + jFPj
,

which is similar to LocA, but here we look at all predictions and ground-truths.

Association measures how well the detection links to the ground-truth with the same
identity (ID) over time. It is measured by taking a prediction and ground-truth and seeing
how they match over the whole track. For one prediction and ground-truth, the number of
False Positives, True Positives and False Negatives are measured for all frames, and called False
Positves Associations (FPA), True Positive Associations (TPA) and False Negative Associations
(FNA). Then we average over all matching predictions and grounding boxes, to �nd the
association accuracy,

AssA =
1

jTPj å
c2TP

jTPA(c)j
jTPA(c)j + jFNA (c)j + jFPA(c)j

.

HOTA is a combination of these three accuracies,

HOTA a =
p

DetA a � AssAa,

HOTA =
Z

0� a� 1
HOTA a,

where DetA and AssA depends on the Loc-IoU threshold, a. We calcualte the geometric
mean between detection and association accuracy, and integrate over the threshold to include
localization accuracy in the �nal score. This integration can be approximated by a sum, such
as

HOTA =
1
19

0.95

å
a= 0.05,a+= 0.05

HOTA a.

2.7.2 IoU

In object detection, it is normal to use Intersection over Union (IoU) for both the comparison
between ground truth bounding boxes and the ones given by the model, but also to see the
relation between adjacent frames in a video. The formula for IoU is

IoU =
Area of Intersection

Area of Union
, (2.1)

as also illustrated in Figure 2.3. The value will lie between 0 and 1.
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Figure 2.3: Intersection over Union.

2.7.3 Object Keypoint Similarity

For keypoint detections, it is common to use Object Keypoint SImilarity (OKS) to measure
performance.

Keypoint similarity is measured as

KSi = exp(
� d2

i

2s2k2
i

),

for keypoint i, where di is the Euclidean distance between the ground truth and prediction of
keypoint i, ki is the constant for keypoint i, set to ki = 2si , where si is the standard deviation
over the keypoint, and s is the scale of the object, giving s2 as the area of the object. For the
area calculation we could use that the lines are 12 cm thick [2], but since we normalise based
on the largest area it does not matter as we assume that the lines have equal thickness. OKS is
the average over all KS,

OKS = å i KSi � d(vi > 0)
å i d(vi > 0)

,

where vi denotes if keypoint i is visible or not, and d(vi > 0) is the Dirac-delta function, which
is 1 if the keypoint is labeled, or 0 otherwise.

Since we will also be working with lines, we also use OKS for lines as a keypoint-like
object in the calculation, by averaging the distance from the ground truth over all the predicted
keypoints on the line. A penalty for singular missing keypoints is not added, but if an entire
line is missing there is a penalty as we use the number of ground truth lines when �nding the
average keypoint similarity.

2.7.4 Average Relative Error

The average relative error is simply the average of all relative errors,

Average Relative Error=
1
N

N

å
i= 1

jytruei � ypredi
j

ytruei

.

Here, N is the number of events, and ytruei is the ground truth for event i, ypredi
is the predicted

value for the same event. The relative error of a single event is then simply,

Relative error=
1
N

N

å
i= 1

jytruei � ypredi
j

ytruei

.
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This metric provides the error relative to the size of the measurement, and since there is a
large variation between the different speeds this is necessary. It tells us how well the model
performs on average, although certain big measurement errors might pull the average down
signi�cantly.

2.7.5 Root Mean Square Error

The root mean square error (RMSE), is given as,

RMSE =

vu
u
t 1

N

N

å
i= 1

(ytruei � ypredi
)2.

It provides much the same information as the average relative error, but the unit is the same as
the unit that is measured, and it is therefore easy to comprehend and use for analysis.

2.8 Chapter Summary

This chapter introduced some of the datasets that are most widely tested on when doing
player tracking, action spotting, gamestate reconstruction etc. It illustrates the importance
of tracking in this �eld, since for most tasks you need to know where the player or the ball is.
In addition, for action spotting and highlight extraction you need a good feature extractor. The
most common approach is to use only video as input. In previous work they have also used
audio, game score, game time etc., although this is not much applicable for speed extraction.
There is a wide range of problems related to football and machine learning, and extensive
research is going on. In regards to this project speci�cally, we have discussed how speed is
measured, what equipment is currently used, and related to this, the possible bene�t of using
only a TV-broadcast due to lower cost and more availability. We have also looked into what
data is available and what it is lacking, the machine learning models that are needed for this
application, and the challenges they try to combat. Based on the challenges introduced in this
and the previous chapter, we set the research objectives in Section 1.2, that the entirety of the
project is based around.
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Chapter 3

Methods

In this chapter, we go through datasets that have been used in this project, how the dataset
of this project was made, and the different models and pipelines tested on these datasets. The
natural progression towards understanding the problems are shown through the advancement
of methods. We explain the theory behind the models, and how well they have performed on
earlier tasks. In addition, we introduce the metrics we will use to analyse our results.

3.1 Datasets

For the testing of manual speed extraction methods, Alfheim [59] and Begnadalen were used.
The dataset made in this project is built from TACDEC [40, 41], and we test the automatic
speed extraction pipelines on this dataset and the Soccernet Gamestate Reconstruction data
[74].

3.1.1 Alfheim

To test the different methods of extracting the speed of the players, the Alfheim dataset [59]
was used as ground truth. In this dataset the ZXY Sport Tracking system is used to extract
the x and y positions of the players, which direction the player is facing and traveling, energy
consumption, distance traveled during the game, as well as speed, at a sample frequency of
20Hz. The x and y positions are found using the north-western corner of the �eld, as shown
in Figure 3.1. Speed is the matter of interest for the comparison with our methods, and can
be found using the start and end position (to do it in the same way done in the methods for
speed extraction). The corresponding video clips have 30 fps, and they are split into three
second intervals, meaning each clip has 90 frames. Three cameras labeled as camera 0, 1 and
2, provide videos from three different angles, and are also combined to a panoramic view, as
shown in Figures 3.2a and 3.2b respectively. There are 3 games provided, but only the game
between Tromsø and Strømsgodset 03.11.2013 is used in the tests of this project.
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Figure 3.1: The reference system for the x and y position measurements in Alfheim [59].

(a) View from camera 0, 1 and 2 respectively.

(b) Panoramic camera view.

Figure 3.2: Camera views in the Alfheim dataset [59].

The �rst 20 video clips, i.e. the �rst 60 seconds of the match, were used to �nd events of
players running in different scenarios. This data had timestamps 18:01:14.25 to 18:02:14.25. The
players are unidenti�ed, but they each have tag-ids which are consistent during the game. It is
then assumed that the starting line-up is as given in the match report given by Transfermarkt
[83], and by plotting the position of the players at some different timepoints during the clip,
the tag-id corresponding to a player can be found. When a clip is looked at, the positions can
be plotted again to see the tag-id of the player of interest. 50 frames of the movement were
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plotted for the players when �nding the tag-id, i.e 1.67 seconds. An example of a plot of the
player movements from 18:01:25.15 onwards is shown in Figure 3.3. Finding the tag-ids is
necessary to compare the speed extracted from the video, with the speed that can be found in
the data.

Figure 3.3: The player id movements in the Alfheim [59] video from 18:01:25.15 to 18:01:26.80.

3.1.2 Begnadalen

To get another ground truth, possibly with less error than the Alfheim dataset (errors of
Alfheim are discussed in Section 5.1), another dataset was made, which is called Begnadalen,
after the location in which it was made. In this dataset, small grids of cones (plastic �ower-
pots) were placed in different positions and in different angles on the �eld, and a player ran
past these cones at different speeds with the ball close to the feet, or kicked a little bit away,
to represent the different possibilities one can meet when analysing a player running in a real
match. For the grid con�guration in the middle of the �eld, the grid was 3x3 with 1m between
the cones, while for the other ones it was 4x3, except for the diagonal, which were just 5 cones
in a line. The grid con�gurations that were used, as shown in Figure 3.4, is placed respectively
in the middle, the far �eld, the close �eld, at the edge of the penalty box, and the diagonal line is
placed in the middle of the �eld. The distance between the cones were measured by a Hultafors
meter stick, which was marked "1% KRYMPMÅTT", and as it is old and well used this means
it has likely shrinked by 1cm. However, the main source of error is human measuring errors,
and therefore it is important to measure the distance between all neighboring cones to combat
this.
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(a) Grid placed in the middle of the �eld.

(b) Gird placed in the far �eld.
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